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Because I will be out of my office for about a month, starting February 4th, I want to pass along some thoughts on the institutional WWW site archiving problem.  Leo Geoffrion’s most interesting paper, A Conceptual Design for Establishing a Web Site Archive, certainly provides the groundwork for thinking about the identification and gathering of files to be regarded as defining the “College Web Site”, and for tagging and indexing those files for storage and retrieval.  I should say that Leo has provided a deal more illumination than he claims.  My comments are about the technical issues, as I have come to understand them in all of our reading and conversations.  But I will also offer some thoughts on the strictly archival issues as well.

It is important to understand one thing very clearly:  all of the strategies currently under discussion suffer from the same inescapable defect, namely, that the future has not yet arrived.  We have no real-world experience with the success (or failure) of any known technique for preserving digital data into any specified time in the distant future.  This is not a trivial problem.  Other methods for preserving information (print, say, or microfilm) have already proven their viability for very long periods of time.  We therefore know something about the likelihood of success using such techniques because we have already seen it happen.

What we know, for example, about the longevity and reliability of CD-R as a preservation technology is based entirely on laboratory aging tests.  Any expectation of the long-term results of simulation, migration, or other data transfer and preservation techniques is largely guesswork.

From the archivist’s point of view, the central questions are clear:

1. What will be preserved?

2. For what purpose?

3. For whom?

4. For how long?

5. Who will decide (and take responsibility)?

These questions apply to many formats of interest to librarians and archivists:  journals, electronic books, the World Wide Web, sound recordings, video recordings, and television programming.  Several of these formats are themselves frequently a complex bundle of other formats.  A television broadcast, for example, may include digital elements, analog elements, sound, still and moving images, and computer-generated images that do not appear in all versions of the final product.
  As the broadcast is put together in all its details, the formats of various parts may pass thorough several stages of sophistication.
  Similarly, a World-Wide-Web site can be an enormously complex intersection of data formats of all kinds.  Just how to preserve this mixture while also salvaging even approximately the look and feel of the original is a daunting problem.

Any strategy for preserving digital formats immediately runs into the following obstacles:

1. Medium longevity

2. Format compatibility

3. Hardware compatibility

4. Operating system compatibility

5. Reader (interpreter) availability

We know very little about the stability of (CD-R) optical disks, the most probable medium for long-term digital archiving.  Despite the scare stories of a few years ago, this technology seems likely to yield a physical object that will retain data storage capability for upwards of 100 years, if carefully preserved in archival conditions.  But not only is this not really adequate for true archival preservation, these results are based solely on laboratory aging tests.  So, in any case, we will almost certainly face the need for data refreshing onto new media types.  But this is not the most serious problem with the data.

We are (sadly) familiar with the problem of reading our old text files, after we have enthusiastically upgraded to the latest version of our favorite word-processing package.  Most applications software includes backward compatibility for a few generations (= 6 months), but after that a document starts to lose weight.  Formatting features are the first to go, then other file formats embedded in the text, and finally the entire document.  Various shared file formats into which text files can be converted for transfer among programs are only a temporary solution.  The crucial question, one for which right now there is no obvious answer, is:  How do we preserve data format compatibility across multiple generations of operating system and applications program environments?  If we cannot solve this problem, then having a long-term physical storage medium will be of no help.

One might say that there are at least two approaches to a solution:  static and dynamic.  It is often said that one characteristic of archival preservation in this context (as opposed, say, to preservation of paper formats) is that the process must be managed within a defined and well-understood life cycle.  One can’t just put digital media (and data files) into a box, even in a carefully monitored environment, and expect to find anything useful in 100 years when the box is opened.  Or, indeed, to find anything at all (“rust never sleeps”).  One way around this problem is what I am calling the dynamic method of digital archiving.

If the central problems appear to be media and interpreter (including operating system) longevity and compatibility, then why not assign a portion of the storage resources of the current institutional server(s)—or some similar, reliable hardware/software configuration—on which to place and maintain the archived files?  As time marches on, the files and all of their important relationships are maintained in the then-current format(s) and within a viable software environment simply as a matter of overall maintenance and updating of the system.  No software or hardware generation gap is permitted to arise; the data and files are brought along into each new environment as standards and equipment evolve.  Seems simple enough.

But this approach assumes that storage and resources will always be available to continue to grow the archive, and that institutional priorities will always include this function as a non-negotiable option.  And, of course, all of the questions about what will be archived, by whom, and for what purpose will still arise.  Would future historians really want us to make the preservation of this record so completely dependent upon the contingencies and uncertainties of institutional technological life?  I don’t think so.

This leaves the static approach as the only other viable option.  Now, ”static” here does not mean that we just put the stuff in a shoe box, bury it in a safe place, and hope for the best.  What it does mean, is that we intend to create, store, and preserve something that will outlive any particular institutional investment in technology to keep it going.  So in a sense, this means that we will create something like a time capsule for future generations.  But everything, as Leo makes clear, is in the packaging.  It does not mean that no one will ever touch the time capsule between now and sometime in the next 100 years before it is opened or needed.

I am coming around to the idea that what we want to do is create a package of data, along with sufficient metadata, to enable a technologically sophisticated resident of the distant future to reconstruct what we had experienced at the time the package was created.

But we first have to solve the problem of media longevity; there is no way around it.  It may not be the most serious problem, but it is a problem nonetheless.  And this may well mean that, at the very least, we will have to schedule some kind of regular migration of the data to new media, even if nothing else about the data changes.  And it appears that the only readily available physical format for our immediate purposes is some kind of CD-R disk.  I have a question:  It is my understanding that commercial disks of this kind are created by making a physical modification to the surface of the disk (a “pit”), while the disks that one buys for home or office use, even from topline manufacturers, are written to by changing the differential reflectivity of the dye on the surface.  The latter technique, presumably, is less stable and long-lasting.  Anyone have any more information on this issue?  I am aware of archiving companies that will write data directly to glass disks, using the physical method, but I don’t know much more about it.

However, it seems to me that, by way of getting started, we have to assume that we will write the archived files (or digital objects) to some kind of high-end CD-R, and plan to refresh the data within a specified time period.  This is part of what it means to say that archived electronic files have a life cycle that requires management.  Incidentally, it appears that the longevity of these disks increases dramatically as soon as they are written to, so one would not want to stockpile large numbers with no prospect for immediate use.

What else?  I think that each iteration of an archived file, or collection of digital objects, must carry forward with it all of the software applications (perhaps on a separate disk) required to make the file readable in just the same way it was readable when it was first created.  This would mean that, sometime in the indefinite future, if the appropriate hardware configuration could be replicated or simulated, then all of the software environment necessary to start up the operating system, applications software, and reader/interpreter platform would also be present.  This software base would also have to be refreshed on the same schedule as the original archived file.  This information and software can be thought of as the technological metadata required for long-term archiving of the associated source files.  It is also possible that this information might include, not necessarily the actual applications and interpreter software, but instructions about how such software might be created.  It is crucial that this piece of the metadata package contain complete information about all archived file types and formats, and what is required to interpret each of those formats or types.  There should be no reason for our future researcher(s) to wonder “How did they do that?”

There are two other kinds of metadata that it would be important for our future historian/technician to have:  administrative data, and conceptual data.

The administrative data is especially important from a traditional archival point of view:  information about the institutional, agency, and subagency origins of the data; the nature of the documents and their organizational structure and content; and information about the place of the documents in the general administrative structure of the institution (including information about the author or authors of the documents).  This piece of the metadata package might also contain relevant legal and intellectual property information about all or part of the transmitted data.

The conceptual data piece is much more difficult to define, partly because what it involves is intimately connected to the expected method of retrieval of the data.  In the book world, we think of this kind of information as bibliographic, cataloging, and indexing information:  the document surrogate, in the traditional lingo.  There are several problems here.  One is how to distinguish, and retrieve, any particular data collection (say, any particular snapshot of a WWW site) as opposed to any other.  And by what search and retrieval variables?  Another is how to distinguish, and retrieve, any particular part (document, image, clip, etc.) within a given data collection—and across the entire group of data collections.  And how will this retrieval take place?  Will there be yet another data collection (a metadata collection) requiring archiving and preservation (the indexing software, say)?  Or will the retrieval be entirely manual?  And who is going to do all of this subject, content, and format analysis for indexing purposes?

As with any indexing project, this very much requires that we anticipate, as best we can, how and for what purposes our data collections (and their parts) will be used in the future.  This is not a trivial task.  It is, just possibly, an impossible task even in principle.  In any event, to the extent that the search and retrieval environment is electronic, all of the same archiving problems arise again.

Finally, a comment about data migration and reformatting.  We all know that the process of successive translation of a document, however carefully managed, inevitably results in some loss of the original.  This is not merely a technical problem (bit drop, or compression, or whatever).  A document is, for archiving purposes, embodied content.  Are we interested, finally, in preserving just the content?  Or are we equally concerned to preserve some or all of the original features of the embodiment (instantiation)?  If one successively changes, say, the type font of a given text, how many different documents are we talking about?  Or, at least, what matters about these iterations for archival purposes?  And where do we draw the line between the essential and the nonessential?  If we preserve an Arabic translation of a Latin text of Thales, in what sense have we archived Thales at all?  Data migration as an archival preservation technique involves, it seems to me, some serious conceptual difficulties.

� In one market, a given television broadcast may include (for example) a Coke can in the background of a scene; in another market, this object may be digitally altered to appear as a Pepsi can.  In what sense are we talking about the “same” television program, and which one do we preserve?  Heraclitus was right, after all, I guess.


� For example, a still photograph, when panned in the technique popularized by Ken Burns in his documentary films, takes on a whole new level of format complexity (and therefore of implications for preservation).


� Remember the Osborne?  Sinclair?  These, among a great many, are examples of defunct microcomputer hardware platforms.  Emerging and existing data formats constitute a veritable alphabet soup of evolving (and often incompatible) standards.  There is little reason to believe that any currently existing format standard will retain readability into the near-term, let alone indefinite, future.  For a useful survey of these problems, see Bryan Bergeron, Dark Ages II: When the Digital Data Die (Upper Saddle River, NJ: Prentice Hall, 2002).


� It is ironic that the only solution that actually might be guaranteed to achieve this result is the one almost universally condemned:  preservation of all of the necessary hardware and software—as it exists right now—indefinitely into the future (the “hardware/software museum” approach).  We know that this would work, because it works right now, and nothing about how it works right now is space-time dependent.  But, since rust never sleeps, even the non-mechanical parts of a computer will probably degrade over sufficient time.





